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CHAPTER

ONE

DAY 1: SCALABILITY

—NRFEEHNED, —EBEHAREARNMIERH, Scalability EREILMNERZ—,
A EEAYE Scalabilty B9EK S A F

« Data Scalability: EEVIBRNEFENRU (Z5TH)) REABHEN, AMUFED . 10:
NoSQL

« Computing Scalability: BEEVZBIEHEENREUU (BFH) MNTMIEE, FTE
EHH8, W: BFisE,

EZBILX, BEREMXBAMERRETEFIBRH0)E S E LA,
ANERWM—MFENK, HRERAIBRARMN, ML EEEERE—Lift:
« HPERER . MRIEIR ST BRI, ERRFEEMITHE,
AP i BLAERY LERITIIGE, TEBRSESTBIMERTM.
o HPELEIP ARG EES] . D EIURMRICEE EREEN, WRIEERR,
I, REVRFA—HF, BE—LERFKIRTT LR tradeoffs
* CPU fERMERMILERZ 10 MEMM
< IZEVAMLEERB AR
* Throughput fL{t3k2 Latency L1t
« ARSI AN ST
ER T AR tradeoff, FIRBAREMRLLEM,
TRBATIEKE—T, MEEmEMIZITRR, SESEHAEERNIBARLE.




CHAPTER

TWO

DAY 2: 5 AL HIE )

EXNERIPTAN—a1EMRRE: PHARABRELHN, MAZERN, FAUAREIZTTR
RURMTEL TR REN R,

WINEIMERFATE, HAEXRBFIRARADHEMN: ZHRAMZERSR

WIREBERRZERIGE, TEMNRARFERR partition 1 replication, BIZEAEMIZE AR
SKBRBAENEMN, JTLI/MRITRKEIE:

- BRHIE

« RERT

- ROIBFRRIE

- RSE

- BREH

« AIFMERIE

- HiREE
WIRAIEEREXR, EENRAFREAMFEITHENZEEITH. NRGEIREFET
EREN B EBHTHRM, WAMEME S, JLI/MRITRREE:

* RITHR

- MER®RAN

- EHCEWE

- RGIE

« IRASEIE & Rollback
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- AJRMARIE
B FRILRIBFILANIE RAIRITIEIE,




CHAPTER

THREE

DAY 3: PARTITION

DR FZRRLERIF AN EBRIR: partition F replication,

55K partition, HZFMMAE—EVE, HENZTHNEERNIREN, BallELiERE
i, #MEEIR partition FIATE,

partition FLRIBAFHNZINEIZ &V L, BEAEEZEEN, MREERUER,
AXREJLME LAt
« Round-Robin: Z#48i7# 2 828, 1R load balance, IFEERNESH session

HZEAEMRME (need join) BRI, TRYLEZTTLAM thread pool, SN EEEER/LAN
thread, XA REMSEEMITR, MNEEEEENEE,

+ Range: BEEFEANBHOBTEE, 10 key 7 1~1000 ) A N3, KEBHS,
RABBHIP— L metadata, MRWMEE, BAH hotspot MM (KB FIH(E
EPRESAEE). MongoDB EREMRA RIBXA AL,

* Hash: F Hash RREZHZAEMENE L, B2 Hash GEENRE, BEUIRKE
MEVENSERIIRMIEE, FIUIEXRKILRER Consistent Hashing &
RiXANO)H, Hash sAREIMS R, BREZIFE LR metadata, {B Hash 1M
NFER, LEAIRBNMEMWETEE Hash MINLENLERH—EBE—, K3
578 Data Store #B3:2RF Consistent Hashing,

« Manual: FHE—NMTEBR, AR EEEDIKEE I, BaRER CiTHIEAF
nERI%E, BESBAE metadata E4EP,

BRTIizZzo, TERERW M= SEHIEIN key.

ARHIBIRIFENASEANEE, RABE—Famy, EMIETEEILEMEZEREN
R, BaEIHMMEZE,
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B— tradeoff BIZE Zl8], MILERJREXEZiE, tEFF1# Round-Robin s]LAEYE A H1
#¢, 18 Range Query FAZZ|FTEVIEE &R, MINRARKSH Range Kt]), BRINAK
/KEH/) Range Query, BEEASFER—&H8E L.

5 — tradeof f £ application Z[8], tEHIF—MNRAPRIZEZHRMNERMXKIIE], FBF
EANRNEFMXREFNNE, BRXENARTURBIELA partition #1TE1E, mMARIE
query BZIFTBEH S L,

FATEBAARELE query BEIFFENEL, XM TFXBHRIET,




CHAPTER

FOUR

DAY 4: F{tEBHLIHRAEIC QUERY BRI A LF
1TALIE 2

REX#Z] partition, Z3K L partition ELARE A write EXSHNA (F1TE), XA
BXWE ?

MURIRISEE — Mol : ERABZSEVE, BIARIE query DEEIZ AN LR, At
BREATAIEIE query iTZIFTE 128 LIE ?

O FERZE: R query BT, BHBBIBMSELERYF; BWNR query BIR (EEFHE
FiZ%| DB B index lookup), B EXIENNEKBERFRAIXIBE,

Hadoop #J Map Reduce FiREN EIEFNE, AANBRSIMER, MUDTBEER
B, XM T, SMEERVIEINEZIT N BErFRAIXFE,

PTiBEEFRRAIXPL 215 : E W ERM BV REEERZME T RTmEE, MzERER
Max(& & H123R00IER E]), SHYBES MR, RERBEWISES, SBEEER,

— PG FREREFARME, S5SARBSH, T EZEE AN ERMAE,
EhEBESHIEOEBENIINA.

P, ESHAAMRSET, MTERER, FIAREDE; ENREBER, BREE
R DAV RIE,

AFER, SKNXERRKM, BZEE ~




CHAPTER

FIVE

DAY 5: BRIZEIK METADATA &iF

WA <5 R B kAt BRI ? SR ZZ AT EIHY metadata 777,

MEBH/L.EVEE, BUAE follow B—EMNZHNEIA N, XMIEIHNFE metadata
. X4 metadata MRAIN, BZEHZHRMAFEZEAR—E, BEXERREW®
MBI BRZEN, IRBAAEN, FAUZEBNERFFXLE metadata,

BEEIA R, %2 Hashing B9 metadata £EEELV, XRENBESEN, EBLEES
R BRZ metadata, BHBELLHXEE X insert ZFEFE H metadata (bad practice~), BBiX
FARRIT o

— M REBEMNAIMEBE — BN T 18 XL metadata (meta server, config server...),
=2 metadata FisRiXill(al, {BFAERXSE RSO,

W7EE WAYRE X 2 A Apache Zookeeper (ZK), X2 —MNEF cluster R EAZSA 28K
NARE, B ZK REFIXLE metadata B1F B A RANEEIEE. ZK BHCH HA
#0 consistency &I LARFEZF}, M ETE production MMEFR—REH 2n+1 (n>0) H
= (minumum = 3), RBAZBRIR n M REEETUIERERS. BER ZK BERER

REZ!
REZE!
REEZE!
EAREZMUZDEREF= !

ZK ATIREZFH—EME, FREMNFEERMM, FIABAZERER ZK FRAMIE ZK
ZNUE: =

SR, R metadata EFREL, XAKXRSEHIIEE, & ZK &I ZiE, XMETE
P2P R4 T, 1% Cassandra #h2iX,




CHAPTER

SIX

DAY 6: REPLICATION

SRKIK IR AN E HINE

AR EFI R LR TBAENTE, BREMNEFRIFILNAIRENEE, FTUREE—&188%
£, ARMENR,

EBEREEHRMES, M—ESBLRMRNA, HMREEMNEFIEMAT, S8V EBENR
=~ —58Y,

BRRAAVRAN—HMHIZEEKR, MeaXET &, EEFHTMEZRBEAATESTMN.
EXHFEE, LHEHIEIAWEKESEHE,

FRLALL B BRENEERIERT EHl, BE—EE—EBNEIA—K,
BBELBINEEZER, B, Quorum FAR — NMTEMEE, R+W>N, {ReJLAIRHIE
write-efficient 12 read-efficient, JA1&4H% 5 — 1 operation BRI IR R FIH)—EN 14,

RN, BEH—EXZMME—REFEHIRIENERY, BEEEZREHN—EEHRE—
E&RY[8] 4 & batch update,

EUNEFIRE=1TEIEX, RTEXRZERZI, B— rack 5% data center — N EIZ,

B— rack 2% data center B—1,

MENIEARAITFEAR? SHABRAEZAALITH, HAMER, BIRMEEIZENM read
concurrency/efficiency/availabilty, #2814, ERRE—1 master BIXHEFEEAN, H
iy slave Bl R 1% read request,

HERIFEIREANNRL, &2 cassandra, SPEHEAPRHIEASUE AR timestamp

iT4m (FTCA NTP 2w 7Y, {B NTP th REEfRIES SV RRIAS B 5T 2 — %), Last write
win, HAELRMBARMSFEERNAN N6, BXMENALNEZD R,




CHAPTER

SEVEN

DAY 7: Joag—EE R IuiE R E U TR F ki a)

FEXRANZHRAACATERIAREAN, BANREHF/LNBEARNEEERAENTR L,
TR —H, PEEAZAMA—N, URZ—1METABBRE SR R IEHIX
EEANRMITIIF, SEEERIEBIEE,
RIEERIM TR, IMAEVSNTREZRZFIKFIRE =15 7T, EHIER, —1 8
R 107T, —NER 15 7T, BRLETEMYEE LAE, AT SELL ARSI &0
B (1450 >=0), BXfr LEZELEF—MEK,
AT ERXMEE, FEABMARABIALTE— I TRLEEER, SNREIR partition, B
B partition A& RE— master REZEZ 4 slave(replica), R B master BEEZH, B
Win—m, BEZENRAZH TEHRBIZIA-BHOHEN, BEESRAIFE master LiEZEH,
A% replica T2 RERFENAE, EBEPBIZERIEES,
LFEBNIF, BE—SE, MEEATRAFIRE <0, BRBHMN. AREBEBRINEER
BHMTINFE, t2BREE, BAESTHARLAEZEE " global clock BE{E RS,
RTINS, WRELEERHRENESREEN, WRELEEMHRENESRAEE
R,
ZHEIENBNBAEEMGIF, EJ5k 10 5T~ B0 15 jT; =250 15 5T~ B 10
7T, BREMLER (10 JT) BB — M,
BINREREN E— MR EERE, FEANINFERSEARAENER, RIZFFNER 10%,
AREIFRILER

« HRME ->M107T->M155T: -8

* [*1.5 7T

10
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* -ir_i_*Ul%\ -> ?D 15 jTB -> ?D 10 JTB: '8
* ["1.57T

- 15T > HRE >3 105T: -107T
- 15T ->M10T->itRE: -107T
- 10T ->M 15 -> iHFR: -10 7T
- 10T > HRAE > 155T: -9

- 57T

%A global clock BYARIL T, FANAREERE EEMWE— N2 IEMRBIRITINF,

11



CHAPTER

EIGHT

DAY 8: & —34

FERHZIMITE R0, SFEBMHR AT FROEE, RREELMFTE 1 (Strong
Consistency) T, &M RI1EKFZLE—E M (Eventually Consistency)

RA—HMRR, REFHNABEN, 2810, METSRSMIELE —N—HIRS.
XU HCRAE = YR FT 52 XD

EMARRATE., ZaiRAMMITINFNE@, T3 RAZF A Vector clock, FEiTifl
BEERRPAMENITHIEF, BB Vector clock EEIE Tl B3 logical timestamp,
ZHERIBHENEF, FTUNKRET REMRASEEMAMIE, BRI RN RS
SCRRE, Vector clock NMRIEREHEM H STEEET 7 (total order), REEHEM L ZR 7 ESF (partial
order), tHFLEFIEER BEHERI T RUXMERILER: A<D, B<D,C<D, #FIEA B, CH
lGiFruE ? R, EAREGEBAERFE, FRLAARE,

FILNERZEAREIER, BRtEEERXMAENRARE ? EENEN0OE, BAE
# Strong Consistency R E A5,

TIRFKU CAP Theorem £, CAP REEmEZS=1%" ~

12



CHAPTER

NINE

DAY 9: CAP THEOREM

CAP Theorem #J CAP 7352145 :
« C (Strong Consistency): 7E{EfEIEH&E, MAEFRMERNT SFRNFRSEZ —#
R,
* A (Availability): E— M REBITE, BEMBNEZEILEERS.
« P (Partition Tolerance): & — > S [&I P & (o] @i sk Ty X fE o] /R, #E NI A A (B
BA L) RTZEEHY sub cluster BY, RABRITREIEEIBIE,
THRNRGER, I=MFUES IEFAERNTFE,
BREFMATSERENSE L, MREEAZNKIITHR Two-phase commit, FREIFTET
HRBEAEFEANEN, BERE partition £ ~ HUEA— N1 =EXFE, FAABEIELE,
#RE CH A, EXHEMNRASLERANIRSE T (IC1F day 4 EEEIBABRAABEYVISEMITH
REERE?), FiA—MRIID B RAHSEKREE P,
RSEMEWAEREANE L, BEUFBELERZ Partition, BBEETE partition & 4 A8 /SRR
HE ?

1. Keep Availability: TR RAKIL ZEIAEEDE, BIERAEESE, MILHAIER
FERSET. IHEER-ANTHUREEEZERIN -, BLTERALFH/ER
—¥, BENRRARLRERM, MAUEHUABECE master EINE AT, MaF=
£ HIMmKIRZIAIATF ), (No consistency -- A #1 P)

2. Keep Consistency: A TEHZZARIINA—H 0@, ALOIEEERE-—ITR
(No availability -- C ¥ P)

Mg £ CAP MEIRZ, LU —ikK:

A

13
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CAP Theorem

Consistency MongoDB

HBase
/ Redis

CA CP

Availability Partition
AP  Tolerance

CouchDB
Cassandra
DynamoDB

Riak

Source: http://www.w3resource.com/mongodb/nosql.php

BBEEIMNYIE, BBRMNIZEH— T Zookeeper, Zookeeper 21®[E CP BIi&it, ZERFt
B ? SRR BIRIF T,

14
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CHAPTER

TEN

DAY 10: IN-MEMORY DATA

FRESRKMZES Zookeeper Y, NIBRIXZEE 10 X, BiARSKFHIR, FrAlGAiE
EREXTAE.

ENEEHAEHAZ, IRBENJFAEAKKITIE—T,

In-Memory data 2B {EIER HMEETHAE, IBRMEMTE DRAM (or Flash, IR 7EE Y
FTAEBEIXA) B, 2480 DRAM Z(8)ER, FILAZIERE—L#I5, B2 BRESE\»
BXRRESE,

FIh—N e BERERRTERIE, DRAM 2 Volatile B9, thii 2V EMBEBENMARNT,
ZERLAREMBEAZANIIE ? BE N ED:

1. persistence: TEFgf% S change log
2. replication: FEE N ZZEIIEIAR
ARG —MEELLEREFIE ?

15



CHAPTER

ELEVEN

DAY 11: ZOOKEEPER

NERSNHMAARRE S Zookeeper, £ Day 5 th BEFERMIEE]—T Zookeeper B LA FH
KR partition metadata, IMFEFIKRB MM E—L ZK FIRAKIE,

ZK LN E W AE:
« £ = Metadata
- IR AT R & BIPASENMREER
« BBEME L AEEFRY leader(master)
ZK B EHRARPIRTI VAR, MBS znode, FIBATE znode B,

HiR znode BEMHE MR IFSMAE RO, FTbA ZK B—4 notification #&, =LA
znode ERE M B FHHBEEIBEE LI 1% znode jF A watcher B9 process,

E—# znode NYfth ephemeral node, FARIEIZRLGRIIRIL, X4 znode BREIT znode Y
BY G189 session R ZIEDNH), & session —ERRTE];& B @R (heartbeat), X4 znode
TEMakmR, FLtEEE M REL znode LiRE watcher, FRATELLT miE (B
session EigAT) UgZIEBAN,

Fr & p} BB E¥T master XY ephemeral node jEfff watcher, ErUATE master k3%1&, &
B G UNE| MRS leader election,

16



CHAPTER

TWELVE

DAY 12: ZOOKEEPER (4%)

Zookeeper BEIRIE global order, B R H leader B IEE NE K, Zookeeper 7E partition
& ERHMDEEEIEIRS, B AXRAT Quorum, FrLA Zookeeper EA E21RE CA HIH B

FTig Quorum R M AFAZIRIEIEE MM RAES, Zookeeper iR EHERE,
Leader 8% Follower, — Quroum ER3 HEEHF — Leader, HIh&EZEZF5It Leader
#9 Followers, Leader Election 89 EHBIFLREE T Quorum FHY Leader,

—/™ Quorum BIRY REUABIRRIGEIME, —RRiIE, ISR E KR Zookeeper T3
m—EHE, tkAREHEFFT 54 Zookeeper T, Quorum BERLVEBF=/1HA
(3>2.5), XHRIET, HMEMH partition L EFE, HA—/ partition BIT = 2R E LA
RZRE Quorum By, EHARZBLAFZEL Quorum, FAAAIFNIMRS, ALMEFRBRIE—
Quorum B]BAXTSMRSS, FAAR&%& & inconsistency BUIRIL.

17



CHAPTER

THIRTEEN

DAY 13: APACHE KAFKA

Apache Kafka & —“" Distributed Queue B3], 1R Stream Computing & &z 18
Kafka EJg data source,

Kafka B/LMFE:
- DRI, FTUREMRREZT £,
- Btk =E, BB RiEEE,

- ERfEFZEIR, ALt Queve BERNEMMEC BFE, UelUUAERE, FLEE:
EhF 0K consumer B] AL IRZE ERZF R (EESR), SR A batch-oriented
B consumer (40:Hadoop), BJUA— RAIENE B RERZEF, AR batch RILIERIE,

- WEHNWBERESEERD, Hr]E4%, BREAVENVGEE, U EREUEERD
RIZCRALIBZEHL,

s AATTUEEIEMERS, HiEA OS 1 page cache, RNEZEHi4 Applicaion
Cache KREFI2RMICIZIAZEE],

BIRWILR, ReBRZAINER, RNMA Katka 7TV E.

18



CHAPTER

FOURTEEN

DAY 14: APACHE KAFKA (2)

HSRNEB—T Kafka FIERZEHIE (LA T E HEEXE Kafka documentation),

EA I Kafka — broker B9/, 1) producer 5 consumer, Kafka —f@2H3Z/MND
=T RLRY cluster,

Kafka 5 B 2 Y producer API 1 consumer API, produce/consumer client WZJIZ{E 5k
B2 API spec BITLAEFEXRIA R,

Anatomy of a Topic

.1

Fartition 1111:
0 of1|2|3]4(5(6(7(8|8]q]y],!
__|
N o
Partition | o1y 12|3]|al5|6|7|ela! = Writes
i
i

Partition 11101

5 0[1(2]|3]4|5(6(7|8(9|5]yp!
__!

Old e Mew

—HBBLRM A — Topic, ARG — Topic IR EIL K, FTBA— Topic BJA5 AL F
JLAN Partition, &4 Partition SEARMT = L (AR =T AAYIE),

Producer ¥ E B 2R EERF AR FHXZIMA partition, 7£ producer APl BB —1NS%41]

19
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BAILfER#ETEE partition key, $A1#% producer APl A hash A /RE partition,

producer producer producer
kafka
cluster
consumer consumer consumer

Kafka =] LA3# M i) SZ 32 point-to-point #1 pub/sub ' Queue mode, EERiEiL—H
Consumer Group HJf15, &4 Consumer Group H#E— M EHL consumer, {BETLA
B2 LAY consumer 4HRY, —%B Point-to-point i 24 HE consumer &R XML E—4
Consumer Group; i Pub/Sub 21&4E Pub B9 Sub 53 A [E#Y Consumer Group

—ANERRZ, 4 Consumer LE[FEAT bind —4" partition, tBFEEZ1%, —4 Consumer
REHK— partition SRAIEF,

X R—LEREEMER, thE Katka FIPREIFTTE, XLERHIF T IXBIHIE,

Ve, — partition R EEEIRT#EE — consumer group FIAY— consumer jEZ, XHEE] ARIE
XA partition ¥tF[E—4 consumer group iR~ E#IHLE, (by BER )

20



CHAPTER

FIFTEEN

DAY 15: APACHE KAFKA (3)

AT 2 Kafka BUiR TP REIPR S :

1. Consumer Group E#YJ consumer Z(EA8E/\i? partition 2, NAFEE partition
B E R AZ consumer,

2. ZE consumer HEZFHEREARLY, Partition HWEERESLE., HIEEMN
partition B BFERRERIEF, BB partition IETEBFE 2 BIRIE L,

3. BEE L zAIFTii: "Producer W IMEB 2 ARTEEZERHZLLERMA partition s, FTBA
KERPIK AT iEET Producer i8&E, X: "&— Consumer 2&[EAY bind —4
partition 5, FTCA, KEHVIRRATTIEEER produer/consumer B round-robin E##R 2,

4. BERRLA E, 84 partition SCRR_ ERTLAB R — N HRIZRY Queve, BFIR W, BAB
partition, 1B;ZBFTi8FE partition B9 total order, tELE REERIEZA partition B2
#9 local order,

5. i RiR, BE— AP £IBFE partition FIEEF}, AP REERIZEE MK producer =
AR FEEER, MRBERIZMEA partition BEEEMNEAR R BRNFH (Kafka
BIRIUE, & Producer 5&iXZl Partition BYE 4}, 7E Partition Bth&HERTH), XFE
£ Day 3 FTi#Zl, partition f53RHY tradeoff, EItt, #7% total order ERAT AP HR
EBSF Kafka,

TXAMNRERN, BIR—A partition N iZ RYEE ZI[E— consumer group FAEY— consumer, {E—A
consumer 2P ARSI E 2l — N BA £ /Y partition 89, R2, BREBXAAIE, BURTHREEINKIETEIKIFH
{TRENEERBER S A" partiions, 3B, partition 1 consumer M BRERZ S EALM— N ERIE ? #ig,
partition #1273 n, consumer group i consumers #EX m, FELAEFS, F1TUSEH, SEMNREE
£: m<=n, BAX, B partition REEHEEI 1 1 consumer, thEl, ZRZRSE%E nx 14 consumer 7] A
H3E 2| partition, IR m >n, FEE m-n 4 consumer EARSEEER! partition 9, thEl, REEWEIE
1B, (by BER)

2(Update 10/16): Kafka % rebalance IN&E, &7E Consumer group F#fi& Consumer, &fli%) rebalance,
EMNE partition 5 consumer Z BRI N KR, XHFEH 0] U RF R 2 K& 0) L,

21



FErm I, Release 1.0.1

BRI, Kafka (1%, AP 2E1EE total order #9; a2 AP R EZE by-partition i local
order, RZEESRIMYF partition, ABERFAF] CALEFFIFAY FRIZHBEFE.

Kafka SEFR_E 155k Zookeeper KfiE7F Partition Y metadata, #[E Day 5 B REIHE
WAEE,

BLE, XM Partition FIFERE Kafka, BERHAM Replication M &35kE Kafka IE,

22



CHAPTER

SIXTEEN

DAY 16: APACHE KAFKA (4)

S RXKif—TF Kafka 9 replication #1

Kafka B replication LA partition &1, FEHMEEE, FRIL replica ZiTHEIERER
Y partition, EAiXZE Queue, FRLAEZAITFRINLEIRL T AR IR replication,

EE replicaset B2, RE£E— master, X4 master AFMBEIEE TIE, Efthay
slave #iR B F&1B, FTARSE Day 7 HEIRIA—Eo)d4,

8 replica set 2435 — ISR (In-Sync Replicas) B, BE AN replica 5 master
RAEBD, & master g, XL ISR RS HLRBIEL FTHY master, X4 ISR IR R
=T,

EEAREAR master FEAEO, BIMIREFER master WEMRB T ETER ISR, 1%
ZEAMAE committed, A EEW® consumer FTEZI,

23



CHAPTER

SEVENTEEN

DAY 17: APACHE KAFKA (5)

MRS, ;8482 Katka RTASRISE A ES...
SREHRIR ack, ack [a)FA7E stream computing EthEiB3, XBFFRER—T.

stream computing B9 ack T Z R RZ M EL \ BMEKHY ack EIE, M Kafka B9 ack REH
{& message deliver semantics,

NRRNRZERA RN BEIMIE, ATUA message deliver I ZRIMERIEA, MEMER, BIHE
ARSI RETEL (UDP), SRR EEIRKIIE (TCP), MBREXHNEES HIVG],

3152 Kafka B9 consumer k1%, {a]BY[E]i% ack, FRTE T message deliver semantics,

MNEREZFHUWER N B G IBFIFLICIE ack, HRVIZETREEIZFIIERE, FTUAARBERIE
AR —TFEHEAER], BTLAR at-most once semantics,

NREZMURE BAIRTIR A X ack, HIRVIEEIEEERIRE \ HiX ack giiEds, XHERL
SEEEAAEITER, FTLAE at-least once semantics,

m Apache Kafka IR7E12 &8 BN EZ1E exactly-once semantics,

24



CHAPTER

EIGHTEEN

DAY 18: APACHE KAFKA 5 STREAM COMPUTING

ZE R R EE Kafka iEE1BEC Stream Computing FE ? &l Stream Computing &R -t 2
— e[ EITAIE N BT RSB GIESREN, MU EEERMERETIRE \ S 70
data source/data sink A BE& IERR KAV EE, H Stream Computing G IBITFZE R low
latency, XRZEUFL Queue FIFK, MIE Log aggregation Tool (#01: Flume) FIFEK,

Kafka B A2 3<I Lambda architecture IE ., EJH}RE Kafka BEERTHE real-time
processing 5 batch processing ¥f/% data source FIFE K.

X452 Stream Computing K1, Kafka =] AR R {Ef data source/data sink, tHeJLAfER
state commit log A9 sync TH,

B2z, WH Stream Computing k1%, B2 Apache Kafka BETRiFSiFit, REFKHA—ER

2 R LEETTHS Apache Kafka BI9T 48, 1IXE&®2 ) & Amazon Kinesis BI85 5, Kinesis
& Amazon EE{ Kafka BIRRSS, KEFEEF Amazon 2 EEN A Kinesis FYIE,
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CHAPTER

NINETEEN

DAY 19: REi\ BRI RS VS. BHZELHLR

IEBAAMBEEARELEDBARHERE, FADBIAZHRANNTIE,

FKAM partition #1 replication K, partition FAGFIELHLR, H T E BMEIL K EERF
S, FRCAtDEIRL 2 AT MILE PR R AR TEZ. BelEm 2 EEE, LERE
—NHEEENIERIMER, replication RIERMIACIEAN, BLEREARIURRLEE,
ER] ARSI M— i, TIBEEREATEHMEEREAR, EELEEREATER
EANRR, BEEREXF—MNEREEX S H MKRVARKRSER, iILEMEEE, BN
EOBAAHMRFBMIIE,

BABENBT —LEETH, Zookeeper 2N T ABEBNFRRME=, BEIEREDE
iR, BRARAVAFIZAEER, Zookeeper IFER R, (RFIASTIRMIZIRRDPLENS,
FLANSEEMIELSENERR ~

Kafka ENMERIAXEEZT R, LB ZERFMEEIRESGRE, B Katka BJ RN ED]
BHFEAX, (FEECENEMRNANME, AT Katka ZFITREB—LEHEAX, AR
REARBEAATFZREANE, B LANETIRIER,

BAR LR M ~

BIREABRNBIRNGERES,
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CHAPTER

TWENTY

DAY 20: IN-MEMORY ARG ?

XREIR Day 10 2EZRFIEY, EHFEZXE In-Memory KJa]&,

ZEHL Memory BIMEM ELEESREE S, HSRES BEi#EL In-Memory Computing B9 Solution
, NI, Frig In-Memory Computing ERBRIEfRzE AN B EZER ? BRiFfEMzE
245 F 82 Memory hierarchy BB 4 21 E,

In-Memory Computing S#FE Memory Zif# Disk, i Disk L, ATUEEBZIHMN
memory FFA{LE disk FUi 2, FRIERZE recovery, LT disk 1ZENF#E, & J9 disk
N memory FIIRERZSMNRERMEL, Al disk BEABINEMR, ERNtLSZRM
Memory K/\, HIIBERERZIE,

FTA In-Memory computing solution B+ & EIAZAELEEES), BEIEE S HKFE Mem-
ory, BRY solution TR IEEE BRLEF CPU, 90: F#1K cache miss \ jE‘V lock/latch
contention ¥, &} bottleneck EZARBE /0 T, FTAFEiL CPU BEESRUE1E,
(BUA LiXEEiYER, FEARZ In-Memory Computing tB 2218387, REXZHMN AT S
BRENO, FIAEEARIXLINAET,

FA, In-Memory Computing @ —MNEIEAINENS ? T2 R 2 buzz word ? KRR ITE—
TE,
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CHAPTER

TWENTYONE

DAY 21: 8 N1zE RS

KADBMACERSE, KRRABMINIZE Hadoop, it Hadoop Zi&itKALIE high
throughput B93LR A, HBITRIZAEN latency, INRIELIE low latency W ARIIEF
REEH Hadoop T,

Hadoop 2818 Data parallelism, tBFi@FHBIMANR, F—REITAIERIE M
BRI, S, IHENFIHETEERS, RErJUECRKEANRESI L, E3ET
multi-thread / multi-process KiAR%, NREFNEAREEIAZ] latency EXRAVIE, SMEEEE
B0 L pipeline &GI2,

FA L pipeline #i&, BIEEMNZEIREHRMTFLANTRE, L TCRMBEFHNEHR
EEXE T - RAIE, IFMEKERN—F, SAHESE pipeline E T,

i Stream Computing 55T Data parallelism 5 Pipeline, FTUAENIAYE Z¢,
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CHAPTER

TWENTYTWO

DAY 22: #zizH ALeH7AE 73

YE R BB FFE B inter-process communication A :

1. Shared memory: H#EREKRIREN, RREES ABIEEHEPA (lock), MER
%, FTAIIEtEH#HH —EEEREMMEZAN, RREAWH » BIRAEHISE, BiX
LEERBEYMY overhead

2. Message passing: FTA& process [B)&3E T HEN A XK REF, BREFE Day 7
#Hy, &ER= global order,

ENBRACERGBRE—#, IR—PMcENEREEREMTAEZNE, PHEES
HEERBARRAM, EXAMNBIRBE @XM,

1. Shared data store: 3#%— N KZREBHE access Z|fY data store R7FEF, X4 data
store RAJEEREM OB EN AR A,

2. Peer Communication: BT RESWHNBERAMEESTREIRKRIAE, B8R
Non-blocking BB A, MBEXERSKEERFIILIESS.
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CHAPTER

TWENTYTHREE

DAY 23: STREAM COMPUTING KL FBLE

Stream Computing IEBRAEB KE event BHIINA, RE IWAINAR activity analysis,
b3 i BREY S AT A PTE USRS » RE1TR, BIREIITREF AR AL,

alert th 218 % ILAY streaming N, E MRS RSER log, EAINE o)A BT @D
BIEE, BESZ—=, 7T fraud "EERDHT, LERNSNIREZHERSIT—ERGRE
PEER, REAIBELGEGRIRET K,

BN, BHREZMWNAZMNNF, LEAPIEREANERER, BN QNE]
ZelE, FSHMNRRULSMHNEIERESFEMEISENIEE,
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CHAPTER

TWENTYFOUR

DAY 24: STREAM COMPUTING %4k

KARE M BIZ LT BT Stream Computing :D

Stream Computing 21%1T48EE low-latency BN FH, batch processing [l Jo E2 it i Z24it
H, BEEAEBFNENEEESSFHEHMEHZIHMGETAE—REH, IHRER—
LARNER latency (EtE: IREER SRR S2BEMFEBMNERIARNESHIE), BT
Z R latency, Stream Computing 1 IBHIALIE T /2| record, BAFIETIZL] 59 AL EF
JLANBER, 1EiT pipeline AT, RERI—MMERAIETTRY record, FAFTUAS EFHANT—
ANBRER, X#FE]BLE REANER) latency,

BERXFHIESRASEMEILHMEBE, FELL throughput &tk batch processing i1, J
THERXMERY[O), Stream Computing HEZEES =M IE Scalability, &—NHERRIALIEFETC
EREIH 728y, tHFEETUE—MERA 10 4 thread ~ EZFMERA 5 4 thread Z 2R, X
Fh A efficiency # scalability , B F scalability 37%h efficiecy AR, ENER R EM
=R

MBRACENNE, 2BMRSM1 reference data SEE thHY side effect #1E, Stream
Computing B 1R 1Y scalability, EBFSHNEAHAEWILE, HWELEFRES T Stream
Computing BN FASEEl, H &l Stream Computing R E #BARENRMNAT (BT
window count, dEADFHRIGLTT), ERNXLRITHRFIARLA input data FEH, B
TEERENIBRARAKRENRIFHIE (monotonic) %,

MRBEMBMINE, ESEHEMESXNSBEANIZERN, MEEBEER partition 3%
replication FR A ZHRRHILIER T,
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CHAPTER

TWENTYFIVE

DAY 25: 1%+ STREAM COMPUTING #fEZ2

EETESPAR A PEL /S I RSt

1. Apache Storm

2. Apache Samza

3. Apache Spark Streaming
AR ZFEEEFH sub-second level latency, ik 1
MRAEBEASE, Hik 1
MRGIEIRZMEFRZNRE, B2
MREZRAHR Stream Computing, &k 2
MNRERZRER Spark, &% 3
WNRZFLE programmer-friendly, 5% 3
U ERHEMRBIN, FARSE-TF,
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CHAPTER

TWENTYSIX

DAY 26: STREAM COMPUTING HEZ(R2E R €8

R R Day 25 BREI{F/L# Stream Computing #E%8, {B2iXLEiXLEiELERE — it i@m
‘HRY T E:

MEERE, 57AJL4A:
1. &2 client IR HEIEEEX, FzETIFHFDMANRN (E5) &, HaEILIFDIK

AFPBETRLE
2. EEEETR, BANBRFE— TS IIEIMNAE

3. BETR, XMRAITEE, AHCEEREIESNENANERE T —MERNZE
T R B ARG

4. ZFREE, HESET R ZEIRP4EULE, s AZRRYR4EuL, &2 consumer &
FE 1852 producer EER} f1 3 buffer

5. AEMAFL, ARMARIIREEASEIIRE,
HF4 M5 BENMATT, —HE AR Kafka #1 Zookeeper,
1~3 WiE, B—MERBAENZELR.
AR AR EENEA—T Day 25 REIFI=MIELR, AEFIFIA happy ending & ~
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CHAPTER

TWENTYSEVEN

DAY 27: 3{MEFRE— RECORD H4LiHHE

£ Stream Computing, —Z2£ record FIEESEEZ RN FITHF/LMIZE (W0: EFSZH
counter, TTERITESSE), FA1TLAIE—E record NELBIERFIBITEEME—18
B & E (Directed Acyclic Graph, DAG),

B9, —Z£ record FIBIEZEREENRES N D LAIE, RIUES—/ record REE—
AN = EAME,

EXBERGRE, FIET 100 A, ENAFTUMNTFLA EFETIE, M—LAEER, B
EFHFILANTHEE, SHENLEARAEEERSEEN TIESINKITR, mMiXIER Stream
Computing 2@ #9[a]F,

BRI Storm F48l, i7BRUN{RITE DAG EBIBIFE — record FILIBHE,

8 —% record ERIFELSWIEIR—/ message ID, EERMIET=EFMENMNEBE( LR
B, #EHEXA 1D, AOHAHERL, BrIg—E£RZHES MRk (W 24 join Z1&),
XA ID 2WHAXRIERR, 5% record HHXMFTBIEEMTTRUKM,

ES I MEILIET — input data, 724 output data £ FiFiER, SE—MEFNEE
(Ackor) & ack 2§ fail B[E#R, HH A input data 5 output data f4 64 bit ID, 7EIEFE &L
BRIRA T, ackor RIRBIFRE— id (—RBFEZEZR N —RBZARIER), ®
TZEABCEWAIET, HINFERERS (81 record AJUATELFZ EHEM), FIUAR
RIRE N B E R BELEIF — 1 counter, ackor RAAMANE IE—1* record EHF—1¥]%a
{879 0 B9 64 bit B9 value, BXULEI—A"id Bk, 4G value <- value XOR id, WREZFA
id BBHIMFER, BBEX value X 2[EIE] 0, FAFR/RiZ record HEXAIIEERSTERL T
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CHAPTER

TWENTYEIGHT

DAY 28: R4 EH

BEXifZ, Storm FB Ackor JEFFBEURZIEY ID XOR 21, KON —E record EBE T2
RIB, SRKH—TF, NRBE C)FESEELIE,

HP—AMERMOER: ZETRIEET., FTLA Ackor INAREIFELE data id, XFIRAZEH
— timeout HLHIKERR, WMR—EXETEARZINEZERIIEZ/ id BlfE, MEEEHZ
% record RLIBLLI, ERZFIKIRE (e.g. Kaftka) BIIEENIGl, tHE X, Storm ANEE
{RiE exactly-once semantics (ref. day 17), JREBLEEFIIRR|—F B AEE, EIFER
FESMHAIEF R, d[E day 24 Fift, X2 pure stream computing B94514E, BRI stream
computing BN FESEE,

A8 Ackor ZEEZEERD ? BIELZIHZIME, RHKEHRRIZ timeout, 91R Ackor H T
TiEREFIKIEL H message B9 ack, message(record) h2EEX, HAXESER

BERIE exactly-once semantics FIIRIR,

ABUNRFZRIKIETEEIE ? BBMEMTEE T, FTLAR Katka 2FEH replication 4558 KHY
availability, BEE LR stateless [ consumer, LAEREEIREER IR EEIGIE,
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CHAPTER

TWENTYNINE

DAY 29: }\ STREAM %I MICRO BATCH

REX# 2 pure stream computing ANEER it exactly-once semantics, NI BIFZ N AERE
Z exactly-once semantics,

ATERRXEB, FIRELEZEAZE pure stream, M2 micro batch,

Micro batch th 2845 —ERRT B AR MR LI, IR ELMEERE, BE /LA FE
25— X, ETLAFR 9 Micro batch,

Micro batch B934Tt 2 7] BASEIR exactly-once semantics, [ exactly-once semantics &
2,53 state FIEHT, FHAARSERXNME)B, B micro batch BIIFETERR latency BF T,
{BUNRIN AN latency EHBEREX (FIEZAFRRIZEIR), A Micro batch E3L{R OK,

Storm B — /N EMHESR Trident, 7£ Storm £ Z2Z2— = Coordination layer R3] Micro
batch, BB SITRIE, BL Storm BRITNAE (A0: window count), 7E Trident BiE AR
1&; mMA Trident 1 Storm Bz E LR ZAHBR (REEEA).

1M Spark Streaming 28 Fi& Micro Batch, & JiX21E Spark A9t /R 4 E 48/ & FISLAE,
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CHAPTER

THIRTY

DAY 30: STREAM STATES & FINALE

TRRE—RYES, HEFXRNE—T stream computing BIRSHEIE,

FriBRSEREAEIIETEIER, tbmR, EFH counter, R EH exactly-once
semantics, —ERFIPIREHWIES IR, EEFZX counter MR~ HERIER.

£ Storm B 27 micro-batch B — transaction id /R batch B, HH{RIE state
FEFSAK id INFAIE, 7EfETF state R T ERIRDEZIN, E2F L —RIVASE.
Altt, NRBEZIE— micro-batch MEFHAIE, FEE E—hURSEHEEFHEFHEN],
XHEFRRIE T & — micro-batch REFFHE—IXIRT,

¥¥7, exactly-once semantics [a)#ifi#R T, ERESTFRIFZIN—NO)ERNE LB, =
9X Stream Computing BN BUEE, FIRAMBRSENRSMEFRER M, E2K
LR AR, XMEREIFEDRINIHBAEZRARREZRANOH, AL, EER
ZHARRFERMIIGIER, EHFAY network latency £ ¥ 5 LE 2 5K (K 7E 3R i vz B & A,
5E, EXAHE, Samza BENERMRRAE ARIIUEESE,

FT, REE—TE, iEEn, BAERE —LHoBRARAMIRITREK, XLEIZITR
RO UESHOBIARAT (e.g.,, Hadoop) BRI, REBABNABNHABIHERESE, U
Zookeeper ¥l Kafka 1E J5E#l, MZEFIUSEXFHA, RERE(NTER Stream Computing
ERTHTH, BEHENBIHRANEERA, EEZELL Stream Computing 79FE, Stream
Computing B AERIRER, FrLABR T —M9OBXRAEMRIE 20, TEEmI AR
KIFTHSSRAYB)50, M ARERIHELS (Storm, Samza, Spark Streaming) EEE MRS, 4
Stream computing B RRIE exactly-once , FTATL/ZRIEFESLNIER, BRXAR
= Micro batch, {EiIX&IEH0—LE latency, AT, J 7180 Stream Computing Y
FSEE, F3EZEZIE (3R 4) micro batch,

RRMWEPIZE RS, BEESHTHAENRAMNEZEZRSA (W0: HDFS & MapRe-
duce), & Hadoop ELXBFTLEM AR, Stream Computing NAEIKENGERSR
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MREAHHS,

A LR 30 RN ERE, FERENAKKRETLERED,
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